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Abstract

The advent ohew static analysitools has automated theearching for code clonewhich are
duplicated or similar code fragmerits a program However,clone detectiortools can report
many clones if the source code timbeing searched is large. Programmers haasedifficulty
comprehendinghe extensive results from the detection tomhich may inhibit the abilityto
maintain theidentified clones Latent Semantic Indexing (LSI) is an information retrieval
technique that attempts to find relationships in a corpus based on the analysis of the documents
in the corpus and the terms in the documents. In this papers IWSEd to clustecloneclasses
that have beerdentified initially by a clone detection toolThe goalof this papers to detect
trends andassociation@mongthe clusteredclone classeand determine if they providerther
comprehensioto assist in the maintenanctclones Experimental evaluation of the approach is
reportedfrom a sequence of toolthat are chained together to perforam analysis of clones
detected irthe Microsoft Windows NTkernel source code.

Keywords Information retrievalProgramcomprehensionLatent ssmanticindexing Code
cloneanalysis

1. Introduction

Code clones are sections of source code that are duplicated in multiple locatiqu®gnam

Clones are generated mostly due to the eapgpaste activity of programmers where one
sedion of code is copied and pasted into another location, in some cases with changes and in
other cases with no changes between the original and clonedTtwdexistence of code clones
presents a challenge during software maintenarfoe each fragmentfacode hat is modified

the equivalent clones in other sougarts of the prograrmust often baupdated accordingly.
Providing a means to detect clones automatically alibe maintainer of the program to realize

the existencef clones in the progranturthermore, providing a process that offers additional
information about the clones after their detection can be used in the understanding of the
identifiedclonesto better inform maintenance tasks
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Over the past decadstatic analysigools and techgjues have been proposed to allow the
automated detectioof code ¢ones in softwareas seen in the Clone Detection Literature web
site’. These tools have the ability to detect clones in large softwarensyssuch as JDK 1.4.2
which has2,41& lines of code (oC) (Jianget al. 2007) andthe Linux kerne| which has
4,36 LoC (Li et al.2004).A distributed version of a clone detection tool was able to detect
clonesusing 80 computerns about 400 million lines of source code for a collection of software
used for FreeBSILivieri et al. 2007a).

The ability to detect clones in large software systems in turn will yield detection results that
are considerable in size. The number of clones that are detectagipiadilly increase as the
number of lines thatra evaluatedise The number of clonesaybecome &inderingfactor in
the subsequerdinalysis of the clonefuring analysis, eacbloneis analyzed to determine why
it exists and what actions coulde performedto reduce maintenance problems (vehg can be
done to the clones to help improve the quality of the coderemtain the clones in the futgre
This can mean the knowledge of what certain clones do and where they are, locates
process of refactoring certain clones into abstractionsenhaintenance can lperformedmore
easily. However, programmers may have difficulty to perform these taski®rins of
compreheding clones if the number of clones reported by a clone detection tool is e
the examplestated previouslythe numler of cloned lines discovered Biang et alin the JDK
started from204K LoC, whichis 8% of the totalines of codeLi et al. found 122KLoC of what
they calledcopy-pasted segmentsvhich represents 15% of the total lines of the Linux kernel
code. Boh results illustrate thlargeamount of codédentified as clonethat can be returned by
a clone detection tool thatould consequently be part of thenualanalysisprocess

1.1 Existing Technigues for Comprehending Code Clones

Several techniques havedn proposed to aid programmers in the comprehensitre ¢tdrge
number of cloneshat may bedetected in a program. These techniques can be divided into two
groups:classificationand visualization Classification techniqugsartition clones into differat
categories based on properties of the cloAeset of clones can be classified based on where
each clone is located with respecthe other clones in the hierarchy of files and directories for
procedural languages (Kapsand Godfrey2004) and in theype hierarchy for objeeabriented
languagesKoni-N 6 S &2@0d).Clones can also be classified based on how differentaiep
well-known classification of clones is based on three types: clones that exactly match each other,
clones that differ only byhe value of their identifier names (i.e., parameterized clones), and
clones thaarenearexact matches of each other (i.e., based on the addition and deledifewof
lines of coddn the clones) (Bellon et al. 2007). Clonesnalsobe classified bast on whether
the types used are differgidalazinska et atl999)

Various techniques have been used to visually represent cldmesanclude scatter plots
tools such as Duplo@ieger and Ducass®98)and CCFindefKamiya et al2001), duplication
web and systea model views in (Rieger et &#004) clone system hierarcal grapts in (Jiang
and Hassa007), and an aspect brsgrlike view in (Tairas et aR006).

The classification and visualizatiorechniquesjust describedcan provide for a bedt
understanding of the clone€lones that are similar insyntax and structural propertiese

! Clone Detection Literaturereb site http://www.cis.@b.edu/tairasr/clone/literature



grouped together througheseclassificationtechniques. @sequentnderstanding ahe clones
is based on the relationships among these classified clonedsaxide overall arrangement of
the classification However, theseclassification techniques look at ju#ite syntacticand
structural similarity properties dhe clonesOtherpropertieshat are not necessarily syntax
structurebasedcan potentiall yield further relationships among the clones t@t complement
theclassificationtechniques aboves for thevisualizationstheytend to givanore ofan overall
understanding of the clones with respect to the sourceadevholer a section oftte source
code andare less concerned withe specific content of the clone&n alternative method is
neededo provide the grouping aflone classe® further aid in their comprehension.

1.2 An Information Retrieval Perspective on Code Clone Analysis

The field of information retrieval focuses on the extractiomsdéfulinformation from a corpus
of dat. One specific techniquea the area ofnformation retrieval is Latent Semantic Indexing
(LSI), whichis concerned with obtaining relationships amongdibeuments that dividacorpus
and the terms in tise documents. The relationships are discovered through the analysis of the
terms and documents usingatrix manipulation techniquedDéerwester et al1990. This
technique has already been used in r@tato clore detection (Marcus and Male2001), where
high-level concept clones were detected based on the idestdied comments of the source
code. Howeverthis workdoes not incorporateyntaxbased clone detection and thus the clones
that are idertfied vary widelysyntacticallyand are more conceptual in naturbe key questions
addressed in this paper ahat if LS| is usedon the clonesthat are initiallydetected by a
syntaxbasedclone detection tool? Could LSI be used to groigne classe¢detected by the
clone detection tool) that considergelatedto each other? Furthermomould these groups aid
in the comprehension of tl@one classesand in turn the clones thaare associated to them?
The hypothesis here is that LS| can reveddtionships among clone classes #&not based
on similaritiesin their syntaxand these relationships can further assist in the understanding of
theinitial clonesthat were identified in a firghass by a traditional clone detection tool

This pape outlinesan effort to determine the benefits of using LSI on the results of a clone
detection tool to aid in the understandengd analysi®f clonesin the Microsoft Windows NT
kernel source cod@he definition of terms and documents in LS| dependthedomainthatit
is being usedln this casethe terms are the identifier names of theurce code that is
represented by the clones and the documents ardahe classethat containthe clones.LSI
provides the ability to determine tett@rm, termdocument, and documedbcument similarities.
The objectivan this papels to determinghe similarities between the documefits., the clone
classel Clone classethat are similar are clustered together and these clusters are analyzed to
determine whther they are useful towards the comprehension of the cleigese 1 illustrates
the hierarchy of the clones|one classesand clustersThe clones in a&lone classepresent
duplicated code that is considered similar to each other based on a spetuiéiaty property.
Theseclone classesire in turn clustered to determine relationships amongltree classes
where eacltlone classontainsdifferentgroups of duplicated code (or cloneSgveral relevant
tools will be chained together to prodube necessary output for the analysis of the clones.



Fig. 1 Hierarchy of clones, clone classes, and clusters
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1.3 Corpus Description and Analysis Goals

The clones that comprise the corpus in this paper are obtained from the sourcd tizele
Windows Research Kernel 1,@vhichis written primarily in the C language and has been made
available by Microsoft to academia for teaching aedearch. Implementations obasic
operating system functior{g.g.,process and threaipport, I/O and memory managert)eor
the Windows NT kernehreincluded in the distribution. Some parts that are not inclinle¢de
research kernelre plug and play, power management, and a virtual DOS machine.

The goal of this paper is to determine the benefits of clustetorge classedased on the
LS| information retrievabased technique for comprehension purposes. To achieve this, we
forego the clustering of all thelone classest once, but instead divide the clustering and
analysis of theclone classesnto specific directdes. In the NT kernel, the source files
representing major OS functionalities are grouped into separate directorieasS¥da
hypothesis that more interesting clones will be found in specific directories that represent
focusedOS functionalities. Theop-five directories in the NT kernel source containing the most
clone classewere selected for this studyo further constrain the clones that are specific to one
directory, theclone classethat were selected contaime property that all the clones the class
are located in the same directory. An additional goal is aimed at combinirgptiee classes
from all five directories and clustering them to determine any relationships among the clones
from these separate directories. To summarize, we warset if the clusteringf clone classes
using LSI aids in the comprehension of the clonespecific directoriesseparatelyand also in
combination From the above description, the scope of this work encompasses the sedtiens of
WindowsNT kernel codehat have been determined to be ckbrMore specifically, the clones
that exist in five directories in the NHernel will be considered as input to the process that
represents the contribution tbiis paper.

2Windows Research Kernel, http://www.microsoft.com/resources/sharedsource/Licensing/researchkernel.mspx



1.4 Outline and Structure of Paper

The remaindenf this paper is structured as follows: the next seagiwesan overview of the
process that is used to obtain and report the clustectoné classesSection3 presentshe
results of the analysis of the clusters. Sectiaifersa discussiomf theresultsfrom Section 3
This section also presentise benefits of using LSI on clone detection resuftsaddition to
discussions about thevantages and limitations of theocessSection5 lists related work and
Section6 offersconcluding remarks arngbints towarduture work

2. Clone dassClustering Process

Figure 2 provides an overview of the procedsscribedn this paperThe source code is first
searched for clonassing a traditional clone detection todhen he identifier namesontained
in the source ranges pfe-selected clones are extracted and at#ocument matrix is generated.
Thesingular value decompositio®YD) of this matrix is computed and the documdatument
similarity is used to clusterione classe®r further manual argsis. This process is described in
detailin the following subsections

Several thirdparty tools (represented by rectanglesigure 2 were usedo provide the
necessary computationtn addition to these tools, some helper programs (represented by
rounded rectangkein the figure) were written in Jav@ enable the integration of each tool
These helper progranase describethroughout this section

Fig. 2 Overview of the clone class clustering process
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2.1 Clone Detectior{Step 1

A clone detectio tool called CCFinde(Kamiya et al. 2002)vasused to search fdhe initial
clonesin the NT kernel. CCFinder uses the tok®sed representation of the source dodand
clones It is freely available from the Software Engineering Laboratory at Oslikeersity’.
Severaldifferent clone detectiotechniquesand toolshave beerdeveloped but there has not
been oneclear choicethat provides thdestclone detection results. This is confirmed in the
comparison of several clone detection techniqueBeétign et al. 2007). CCFinder was selected
more because of its availability (i.e., freely available) and ability (i.e., can detect clones for
source code in the C language) and not for any specific output properties of the clone detection
process.The teclique introduced in this paper is open to results from other clone detection
techniquesWe have also performed clone detection using Clon@ExRter et al., 1998)ut in
this paper wdimit the discussioto CCFinder as ousingledetection tool.

CCFinde provides a textual representation of its results where dtassesare associated
with thetoken rangesf a clone pairA clone pair consists of two sections of code that CCFinder
has determined to be similaf clone class is derived from the maximaét of connecting
multiple clone pairsListing 1 is an example of the textual representation of clones given by
CCFinder. The first line represents a clatess(ID: 262), which consists & clone inonefile
(ID: 46) with token ranges 1806 to 1857 aadlone inanotherfile (ID: 72) with token ranges
62-113. Similarly, the second line represents a cldass(ID: 1471), which consists o& clone
in onefile (ID: 47) with token ranges 1716768 anda clone inanotherfile (ID: 13) with token
ranges 981 to 9433 The listing of this information is sorted by the file ID of the first clone in
the clone pair (i.e., in Listing 1, a clone pair associated to file ID 46 is followed by a clone pair
associated to file ID 47X hese token ranges are converted litte numbers, which will be used
to extract the identifier names associatatth the source code inside the range of the clones. The
line numbers are obtained from a file that CCFinder generates for each source filestbatn
searched for clones. ™i f il e contains one | ine per token
information. The project web site supporting this papemwntains the CCFinder textual
representation output file for the NT kernel source code (with file names removed).

Listing 1 Sample CCFinder textual clone represente

clone_pairs {

262 46.1806 -1857 72.62 -113
1471  47.1716 -1768 13.9381 - 9433

In order to retrieve the clonésr analysis in the multiple experiments describethis paper the

clone informationist or ed i n a dat abase. Defbevhichsadavmas e us
based open source relational databake. information for each individual clone is stored in the
database with its association to a clone class

3 CCFinder, http://www.ccfinder.net
* Project web site, http://www.cis.uab.edu/tairasr/irdpc
® Apache Derby, http://dapache.org/derby



2.2 Clone QassFiltering (Step2)

The analysis of the clones using LiSifocused on clonethat are found in specific NT kernel
directories In particular we look at the clones in five directories containing the notmte
classesLSI will be performed separately on the clone classe=saoh of these five directories.

Table 1 displays thetop-five directories with theirclone classtotals The decision to focus
separately oreach ofthese five directories was made due to the factttietlones that span

multiple directories were obser¢o be few among the clone classes in these directdhes.is

the majority of clone classan the five directories contained clones that reside in the same
directory.This can be seem the differenceoft he t ot al clone clasGdes i
column and the #ASolely i M totl of anly 60octoyedclasses | u mn
contained clones spanning multiple directories.

Table 1 Clone classotals of topfive directoriesin theNT kerne

Directory All  Solely ir After subset

occurrence directory removel
Memory management 38¢ 361 33t
Registry configuration 213 20¢ 19¢€
Process/thread support 17& 157 132
Security functions 15E 14¢ 121
I/O management 154 14E 13¢€

The totals under dAIll 0 C clane diasetltaiecentain at eegsroaes e n t

clone in the directoryBecausehe clustering processalls forclone classewith clones that are

all contained in one directory, theslene classear e det er mi ned and the to
directoryo doaectassadanally, it was ebserved that sonodone classesvere

contained in otheclone classesThat is,if two clone classeare defined a€S = §,c,,c; and

CS = d.,c, , then CS,cCS and he clone class sutseé CS, is removed from further

considerationA clone class is also removed if the clones in that classomtained irthe clones

of another class. In this cagbe clones are not exactly equal to each other, but the section of

code epresentinghe clones in the class that is removed is covered fully by larger clones in
another class=igure 3 provides examples of such eliminagidn Example 1, Clone Class 836 is
removed, because the exact same clones are located in Clone Clalss B&mple 2, Clone

Class 1734 is removed, because its clones are contained within the clones in Clone Class 1735.
The totals under AAf t erclons ddsse®ithsclonesetmab areealo r e p
contained in one directorgnd are not subsets @y otherclone classThus, theclone classes
representing the totals from the last column are stk clustering process



Fig. 3 Examples of eliminated clone class subsets

Example 1 Example 2
Clone Class 836 Clone Class 1734:
- File:  psquery.c( lines 849 - 874) - File:  tokenset.c ( lines 911 - 924)
- File:  psquery.c( lines 971 - 998) - File:  tokenset.c ( lines 936 - 948)
Clone Class 831: Clone Class 1735:
- File: psquery.c ( lines 849 - 874) - File:  tokenset.c ( lines 911 - 928)

- File: psquery.c ( lines 971 - 998) - File:  tokenset.c ( lines 932 - 948)
- File:  psquery.c( line s 1354 - 1376)

2.3 Source Code XML Representatidsitép3)

In conjunction with the detection of clones, a tealled srcMI®, whichis a freely availabléool
developedby the Software Development Laboratory at Kent Stakeiversity, was used to
convertthe NT kernelsource code int@an XML representation containingele¢ed abstract
syntax tree (AST) tagsThis representation is used to extract the identifeanesthat will be
neeckdin order to generate the tefocument matrixThe comments are not considered for the
process in this papdrecauseve would like to seedw well the relationships of the clones are
through the clustering without comment information.

Table2 shows an example of the XML representatiornthef source codé he values of the
elements of typ@mameare of interestAn srcML XML representation ofaeh source file in the
directories thatreanalyzeds generatedGiven the source code rangssarting and ending line
numbers)of the clones in thelone classethat were determined itep 2, the identifier names
that are contained in these ranges extractedrom the XML representatioa This is possible
because the original source code layout is preserved in the XML represerdatsrcha line
number in the original code corresponds to the XML representation fosdhaline in the
XML file. No special filtering of names performedAll values from elements of typgameare
included hence no stop wordsare removed.Furthermore, stemmingf the identifier namess
not performed

Table 2 srcML representation of simple declaration

Original code XML representation

intx =3; <decl_stmt><decl><type><name>int</name></type>
<name>x</name> =<init>
<expr>3</expr></init></decl>;</decl_stmt>

® srcML, http://www.sdml.info/projects/srcml



2.4 Generating the Terrocument Matrix $tep4)

The definition oftermin this paper is the name of an itiéar. The definition ofdocumenis a

clone classA termdocumentmatrix isgeneratedor each of the five directoriegn addition, a

final matrix is generatedontaining theclone classeand terms from all five directories. Tal8e
provides totals oferms and documents for each matielding the dimensions of the matrices
Please note that the number of terms in the last row is not the same as the sum of the previous
five rows becausean identifier name can exisihd be countedin each directory, lt when all
directories are considered it is coungezh term onlyonce.Thenumber of documents in the last

row equals the sum of the previous five rows, becauseldhe classem each directory areot
duplicated in other directories. Moreoydéne documenttotals are identical tahe clone class

totals (lastcolumn) of Tablel.

Table 3 Term and document totals

Directory # of term: # of document
Memory managemen 150¢ 33t
Registry configuratior 103t 19¢
Process/thread suppc 597 132
Security finctions 67C 121
I/O management 90¢ 13¢€
All five directories 415¢ 922

2.5 Computing theSVD of the Matrices $tepb)

An important part of the LSI process is obtaining the SVD of the-tBvoument matrix. An
SVD of a matrix, sayX,,,, produces three matricese, X =U__S VI , whereSis a
diagonal matrix containing syular values, which are ordered from largest to smallest along the
diagonal. By selectinthe first largest singular values, dgya new matrix)Em canbeobtained

ie, X =U_,S. VI, . This matrix is an approximate (but stitiluablg representation of the
original matrix X with the added property th#te lower dimensionality removes some of the

smaller componentis the relatonship(i.e., the noise)Given Y&, cosine similarity calculations
can be performetetween the documentis this case, thelone classgsthat are represented by

columnvectors of )& (Deerwester et al. 1990)

The commercialtool Matlad' wasused to obtain the SVD of the temiocument matrix and
from this the generation of thlewer dimensionalitymatrix that will be usedto perform
documentdocument similarity calculationsvhich is done irStep 6 The termdocumet matrix

from Step 4can bemported into Matlab and the SViBge ner at ed

usingw Matl ab

function. Before thisis done, the values in the mat@xenormalized using thescore function
Regarding the determination of the valueKar howmanyof the firstlargestsingular values to

include, weuse the formula in (Kuhn et £007), wherek = €nxn 5.

" Matlab, http://www.mathworks.com/products/matlab



2.6 Clustering theClone GasseqStep6)

The clustering of thelone classebased on their similarities represented bydbleimnvectors

from the matrix E is obtainedusing Clut&, which is a clustering toolavailable fromthe
Karypis Laboratory at the University of Minnesota. Cluto provides several clustering techniques
that can be divided intgartitional and agglomerative Partitional clustering starts with one
cluster containing alelementsand iteratively partitions or divides the original cluster into
smaller clusters. Agglomerative clustering is the oppadifgartitional (Han and Kamb&005).
Cluto also provides several techniquésr calculatingvector similaritiesincluding calculating
the cosine of two vectarsvhich is the similarity calculation thag usedo generate the clusters
in this paper

The default clustering approach in Clusccalledrepeated bisectionslustering which isa
partitioral clustering techniqueln addition to the input matrix containing the vectors
representing thelone classeghe only other argument requested by Cluto is the final number of
clusters in which thelone classewill be grouped.Several values were tested for each of the
directories. Two properties of the clusters were observed: the number of menmdmh withe
clusters and the average similarity of the members of the cluStersaverage similaritizere is
the average of all the similarity values that are calculated between the objects of a\Wlaster.
look for a fairly uniform distribution oflone classem each cluster, thus trying to avoid clusters
that dominate other cluster clusters thatcontain only oneclone class We observethe
collection oftheaverage similarityaluesfrom each clusteng size that is generated and look for
a considerable number of higlveragesimilarity values Thisresulted in a cluster size of 30 for
the first o directories (memory management and registry configuration) and a size of 20 for the
last three directories (process/thread support, security function, and I/O management).

2.7 Generating Cluster Reports for Analysi€p7)

The result fromStep 6 is a napping ofeachclone classas a member of one of the generated
clustes. At this point, the clusterseed to beanalyzedmanually for trends andassociations
among the members of each cluster and in turn the clones otleaehclassn the clusters.
InformativeHTML files containing all the source code in ttlene classethat are contained in a
clusteraregenerated from the results of Clutbe results of CCFinder, and the original source
code. The resugtof theanalysisof the clusteraredescribedn Section 3

2.8 Scalability

With the exception of Matlab, the thigghrty tools used in the process outlimedhis sectiorare
freely available All of these norcommercial tools are scalabded canbe used on the source
code of largescale softwareystems. As can be seen(ld et al. 2004), CCFinder has been used
to detectclones inthe source codef the Linux kernel. The srcMLranslatorcan translate code
into XML at a rate of 7500 &C per second (Collard and Maletic 200€)uto has been used to

8 Cluto, http://glaros.dtc.umn.edu/gkhome/cluto/cluto/overview



cluster large object sets including topic clustering of thousands of document datasets (Zhao and
Karypis 2005). The main bottleneck is the final step of the process related to the manual
evaluation of thegeneratedclusters. This is a limitation in termsf scalability, which is
described further in Section 4.4.

3. Analysis Resultsof the Clustering of Clone Classesvithin the Windows NT Kernel

Table 4 provides a statistical overview of the clusters that veeqgaratelygenerated from the
clone classesf the topfive directoriesin the Windows NT kernalising LSland a combination

of all clone classesrom the directoriesThe first column contains the number of clusters that
were generated. The second colurapresentshe number otlone classefor eachclustering
processof each directory after filtering is done to remove some clone classes as described in
Section 2.2 The third columnndicatesthe average number ofone classes each generate
cluster. The rest of the columns contain informatioaualtheaveragesimilarities groupedby
percentile ranges) among the membeses, (€lone classgsof the clusters that were generated.
These values were reported by Cluto after the clustering was performed. For example, in the
memory management directorsix clusterscontainedclone classesvith similarity 90% and
above, 13 clusters with similarity between 80% and 89%, and 11 clusters with similarity between
70% and 79%.

Table 4 Statistical information on the generated clusters

Percentile range

90 80 70 60
Directory #0C #0oCC AvgCC #oC %oC #oC %oC #oC %oC #oC %oC
Memory management  3C 33¢ 11.1 6 20% 13 43% 11 37% 0 0%
Registry configuration 30 19¢ 6.5 11 37% 9 30% 9 30% 1 3%
Process/thread suppor  2C 132 6.€ 16 80% 4 20% 0 0% 0 0%
Security functions 20 121 6.C 1C  50% 9 45% 1 5% 0 0%
I/O management 20 13¢ 6.C 9 45% 1C  50% 1 5% 0 0%
All five directories 5C 922 18.¢ 1C  20% 25 50% 13 26% 2 4%

#0C = Number of clusts

#0CC = Number of clone classes in direc

AvgCC = Average number of clone classes in each ¢
%0C = Percentage of clusters in each percentile

A large number of the similarity values ifable 4 were 70%and above The possible
explanationfor this is the nature of thelone classeseported by CCFinder. Two types dbne
classcombinations may have contributed to thisservation:

e Linked clone classesTwo clone classesnay be linked to each other by one or more
clones that ar@resentin both classesFor examplejf two clone classeare defined as

CS = d,c,,c, and CS,= ¢,c,,¢, , then C§ and CS, will produce a very high
similarity value.



e Sliding clonesTheonly difference beteen the clones in twdone classes the slightly
differentstarting and/or ending lines the clones, which may amountjtsta few lines

The removabf cloneclasssubsets describeith Section2.2 does notcapture the two cases above.
However,for both cases it was decided not to try to combine thiese classetogetherbefore
generating the terrdocument matrixbecause&keeping theselone classeseparated may yield
interesting observations during analydievertheless hiese two types aflone classesverestill
detected and reported in the cluster reports, so during the analysis the existencectdnguch
classesn the clustes can be notedror sliding clonesclone classewith clones that differ with

a maximum of five lines between thalues of their startingnd/orending lines are associated
with each other and noted in the report. This will allow the clones icldine classe® differ by

a few statements, but stileconsidereds representatives tife same clones.

The results bthe analysis of the clustering of NT kermédne classeare givenn the following
subsections, where the individual restittsn selected cluste@ediscussedEach set of results
is preceded with some statistical information about the cluster, asiche number of unique
clone classeand the average similarity values amangmbers othe clusters. Uniquelone
classesare those individuatione classeshat cannotbe grouped based on the two types that
were previously described.e., linked clone classesand sliding clongs Clone classethat can
be grouped based on these two types are counted as one adloigeeclass The Microsoft
Windows Internaldook (Russinovich and Solomon 200pjovided ahigh-level understanding
on how the code fits whin the kernel operation§he results from each cluster data set
discussed separately. An overvieamd discussionf the entire analysis givenin Section 41. It

is worth noting that the observations given in these subsequent subsections awvehtissv
reported in Section 4.1 can be considered subjective basaar ohservationdecausehefinal
step of the process requires a manual evaluation of the clusters.

3.1 Memory Management Directory

This subsection presentiour of the clusters observeth the memory management directory.

The first cluster contains clone classes where the clones are logically opposite of each other. The
clones in the second cluster utilize a similar structure of conditional statements. The third cluster
reveals relatiortgps based on the assignment of two varialdeslthe faurth cluster contains

clones that revolve aroundsaquence of statements for initialization purposes

ClusterMM -1 (Uniqueclone classes3 (out of 9clone classgsAverage similarity: 0.997)

All clone classem this cluster reside in one file containing the implementation of mepagyg

allocation. Theclonesin theseclone classeaccount for ~230 cloned lines of code (CLoC) and
represent #ask that checkihe availability ofpaged anshonpagel memory pod and whether a

low or high threshold has been reach&de signal state of paged evenis set when values

surpass threshold Listing 2 providespseudecodeof the two types of clones that are clustered
togetherwith differencesindicatedin bold. The operator in the conditional statement could be
either a 06<6 or 06>.06 Based on this opks ator,
sequence of statemenssused in four different functions rangifigm one to four occurrences

in ead function.




Listing 2 Pseudecodeof setting paged events

Free pools = Maximum (non) paged pools 1 Allocated (non) paged pools

if (Free pools (<|») (High |Low) (non) paged pool threshold)
if ( (High|Low) (non) paged pool eventis in signaled state)
Set (High|Low) (non) paged pool event to nonsignaled state
if (Free pools (<*) = (Low]|High) (non) paged pool threshold
if ( (Low|High) (non) paged pool event is in nonsignaled state)
Set (Low|High) (non) paged pool event to signaled state

ClugerMM-11 (Uniqueclone classes (out of12 clone classgsAveragesimilarity: 0.854

This cluster containslone classeshat in turn contain clone$~570 CLoC)with conditional
statementg(i.e., if and switch statements) These statementare primariy responsiblefor

tesing the property of a page mappirfg.g, cached, not cached, or wratembined before
executing The clones are scattered among seven files in the diretitayvorth noting that two
clone classethat should be included in thetuster are located in another cluster.

ClusterMM-13 (Uniqueclone classe® (out of 14clone classgsAverage similarity: 0.758)
Except for fiveclone classeghis clusterincludes clones (~910 CLoC) containisgguence of
statementghat obtain theébase addressf the allocated region of pages and size ofghge
regioninside an exqation handler The two variable assignment statements inside an exoeptio
handlerrepresenthe duplicationramong the cloneshree different methods are used to abtai
the two values as displayed iosting 3. The clones are located in files related to the
management of virtual memof(g.g.,allocation, flushing, freeing, locking, and protecjioihhe
first method is used isix functions infive different files. The scond method is used in two
functions in one file. The third method is used in two functions in two files.

The first method is used at the beginning of a function to determine write access on the
address that is passed. The last twohoes are located #te end da function and are used to
update the value of the pointers. These clones were separated into the three clone classes,
because of the difference in the structure of the assignments.




Listing 3 Threedifferent methods of obtaining base address @egion size

Method 1:
try {
if (PreviousMode != KernelMode) {
ProbeForWritePointer (BaseAddress);
ProbeForWriteUlong_ptr (RegionSize);

}

CapturedBase = *BaseAddress;
CapturedRegionSize = *RegionSize;

} except (ExSystemExceptionFilter ( NA{
return GetExceptionCode ();

}

Method 2:

try {
*RegionSize = ((PCHAR)EndingAddress - (PCHAR)PAGE_ALIGN(CapturedBase)) + PAGE_SIZE;

*BaseAddress = PAGE_ALIGN(CapturedBase);
} except (EXCEPTION_EXECUTE_HANDLER) {
return GetExceptionCode ();
}

Method 3:

try {
*RegionSize = CapturedRegionSize;
*BaseAddress = StartingAddress;

} except (EXCEPTION_EXECUTE_HANDLER) {
NOTHING;

}

ClusterMM -22 (Uniqueclone classes8 (out of 9clone classgs Average similarity: 0.798)

Six out of the eight ugueclone classesontain a sequence of statements that initiakzpage
and mapst with a page table entry. Most of tieones (~470 CLoC) in the cluster aeattered

in four functions in three fileand arecalled during system initialization. Diffentclone classes
were detected possiblpecauseof several reasonghe statements are used botha onetime
executionandin an iterative processside aloop. Also, the code preceding this operation is not
similar among the differentlone classesHnally, some clons utilize a function that performs
both the initialization and setting the page table entry tolid gtate. Other clorseutilize a
different function for initializationwhile the page table entry is set to the valid state after the cal
to this functionListing 4 displays three statements that are presembst ofthe clones, where
the index of a page that contains all zeroes is retrieved based on a page coloring attribute (which
is used to optimize cache behavior). The index is #ssigned and initialized.

Listing 4 Example code for page initialization

DirectoryFramelndex = MiRemoveZeroPage (MI_GET_PAGE_COLOR_FROM_PTE (StartPpe));
TempPte.u.Hard.PageFrameNumber = DirectoryFramelndex;
MilnitializePfnAndMakePteValid (DirectoryFrame Index, StartPpe, TempPte);




3.2 Registry Configuration Directory

The clusters generated from this directory are dominatedldne classesontaining short
sequences of code that reside mostly in one file. This is unlike the cloistenvedn the other
directories, where the clones inclbone classan be scattered around several fdes contain
slight variations Becausethis directory is related to the Windows registry configuratsimrt
sequences of duplicated codan be observethat are used toperformkey look-up, setting of
key values, and retrieng key values. Table5 lists some examples of the clusters in this
directory. A description of the code represented by the slgrgiven with the number of unique
clone classesontaining the clonedn addition, tle number of files where thestone classes
reside are includedt can be seen th&te clones araniquely contained ijustone or two files.

Table 5 Clusters of registry functions and file totals

Code description of cluster #0CC #oFi
Comparison of values in a binary search 44) 1
Checking the consistency of the values in the registn  3(4) 1
Setting value of a key 2(3) 2
Getting value of a node 2(8) 1
Getting value of a node 921, 1
Getting value of a node 11(14 1

#0CC = Number of uniquelone classe@otal number otlone classg
#oFi = Number of files containing clor

3.3 Process/Thread Support Directory

Two of the clusters observed in the process/thread support directantradeiced in this sub
section Both clustes are associated by similar sequences of stateitientare needed as part of
a large sequence to perform different tasks.

ClusterPS0 (Unigueclone classedg! (out of 8clone classgsAverage similarity: 0.985)

Several tasks are performed tlaaé based around a loopnd initial statements inside the loop
that iterate through an array of pointers to callout routines. The tasks include notifging
registeredcallout routines whenrmaimage, process, or threasl created and when a process or
thread isdeleted Another task utilizes the same loop structanel statement® remove a single
callout routine from the list.

ClusterPS9 (Uniqueclone classes/ (out of 7clone classg@sAverage similarity: 0.827)

Two of theclone classes this cluster rpresent two pairs of functioolones The first pair

consists of accessor functions to get and set the context of a thread. The second pair consists of
functions to resume and suspend threads in a process. In bothacsiseitar sequence of
statements isised to referencie thread or process objeperform an operatioan the objects
(e.g.,get/set context, resume/suspend proce@ss),generata statussalueof the execution that

is the return value of the function.




3.4 Security Functions Directory

The dusters related to the security functions directory contain similar properties to the clusters in
the memory management directofijhis can be observed frothe first cluster being associated
with a sequence of conditional statements where the clones mifighat is done inside the
statements. Also, the clones in the third cluster are related/éyable assignment. The second
cluster is based on clones where the statements are in different orderings.

ClusterSE-0 (Unigueclone classe (out of 2clone classes Average similarity: 0.985)

This cluster represents twdone classe@n two files that contain a sequence oénditional
statements in which one sequence acts as a counter and the other copies informatidas Both
are related to theaudit policy elements for security auditing purpos@he audit policy
determines which properties should be recorded for future auditing. kciathe classeseach
property is represented by @nditional statement. In the firstlone class the conditional
staements are used to update a global counteil d@bkens that have certain propertessabled
The secondlone classises the conditional statements to cppyperties of a specific token to a
token information variableFurther investigation revealed additional sequence of similar
conditionalstatements outsigdbut neaythe clone ranges @ine oftheclone classes

ClusterSE-7 (Uniqueclone classeg (out of 4clone classgsAverage similarity: 0.992)

This cluster contains six unique clones techin six different functions in a file implementing
security audit and alarm procedures. The fdone classeshat comprise these clones can be
divided into two uniquegroups, because of a slight difference in the syntax of the clones. All
clones perfan an initialization of the arrathatwill contain audit parameters, but the location of
this initialization is different for the two groups. Moreover, one group does not include the
initialization code as part of the clon&sgure4 illustratesthe strcture of the two groups

Fig. 4 Differing location of array initialization

Group 1: Group 2:
[ Array Initialization ] [Code Sequence 1]
[Code Seq uence 1] [Array Initialization]
[Code Sequence 2] [Code Sequence 2]
Clone Clone

ClusterSE-11 (Uniqueclone classesl1 (out of 13 clone classgsAverage similarity: ®17)

In this cluster, we see a pattern of code similar to cliéMr13 whereassignments arenclosed
inside atry block for exception handlingHowever, in this case the codesiote therry block is
identical. The difference is the statement immediately preceding the biieckicaltry blocks

are separated into diffent clone classes based on the assignment statement preceding the
block. Theclone classeall reside in the same file that returns information about a security token
that is queried. The value that is assigned inrtheblock is the length of the tek information

that will be returned. Tdlength is determinenh threedifferentways in statements preceding the
block, as seen irListing 5. Not only are simple assignment statements used, but als®
assignment statemeistcontained in a loap




Listing 5 Threeexamples of obtaining token information length

Examplel:
RequiredLength = (ULONG)sizeof( TOKEN_STATISTICS );
Example2:
RequiredLength = (ULONG)sizeof(TOKEN_GROUPS_AND_PRIVILEGES) +
PrivilegesLength + RestrictedSidsLength + GroupsLength;

Example3:
while (Index < Token - >RestrictedSidCount) {

RequiredLength += SeLengthSid( Token - >RestrictedSids[Index].Sid );

Index +=1;

}

3.5 I/O Management Directory

From the observed clustersIi® management directargne clusteshows a similar finding to
therelatedwork of (Marcus and Maletic 2001four otherclustes that are described in this sub
section contairclone associations based on specific variations in the code represented by the
clones.

ClusterlO-0 (Uniqueclone chsses5 (out of 5clone classgsAverage similarity: 0.961)

Similar tothe results found in (Marcus érMaletic 2001) which detectedmplementations of
linked lists, this cluster containslone classegexcept for two classey related to code that
implementsand utilizeslinked lists.Oneclone clasgepresents function clones to add itetms
the head and tail of a list. Anothellone clasgepresents function clones that dat insertion
functions Thefinal clone clasgontains a loop that calteeremoval functions

Listing 6 IRP allocation and initialization general code

/I Allocate and initialize the I/O Request Packet (IRP) for this operation.
/I The allocation is performed with an exception handler in case the

/I caller does not have enough q uota to allocate the packet.
irp = loAllocatelrp( deviceObject - >StackSize, (e ) )
if (lirp) {

I

/I An IRP could not be allocated. Cleanup and return an appropriate
/I error status code.
)
if  (..) {
ExFreePool( event );
}
lopAllocate  IrpCleanup( fileObject, (-.) );
return STATUS_INSUFFICIENT_RESOURCES;

irp - >Tail.Overlay.OriginalFileObject = fileObject;
irp - >Tail.Overlay.Thread = CurrentThread,;

ClusterlO-5 (Unigueclone classesl6 (out of 24clone classgsAverage similarity0. 959)
This cluster contains 20 clones (~990 CLoC) in 20 functions in 11 files. The clones represent a
sequence of code related to allocating and initializing an 1/O Request Packet (IRP) as seen in




Listing 6. The highlighted parts of this code represdéighsvariations even in the comments

area. Variations also occur in the parameters of two functions and the Boolean expression of a

conditional statement, which are represented
Three other clusters displayed similar content wherelihvge classsrepresented code that

contained sght variations. These clusteese listed in Tables. Similar to the clones in the

clusterof Listing 6, the clones in these clusteaiso reside in separate functions and in multiple

files.

Table 6 Additional clustes containing clonesvith slight variations

Code description of cluster #0CC #0Clc #oFL #oFi
Code to determine if an I/O operation on a file is synchronous and to wait until ¢t 8(11) 1€ 16 1C
thread owns the file

Allocation of a memory descriptioist (mdl), which is a specification of the physice  4(4) 7 7 4
memory occupied by a userds buffer v

Code related to waiting for an 1/0 operation to complete 5(6) 8 8 6

#0CC = Number of uniquelone classe@otal number ofclone clase3
#0Clo = Number ofiniqueclone:

#oFu = Number of functions containing clo

#0oFi = Number of files containingone:

3.6 All Five Directories

The clone classesf all five directories were clustered to determine any relationships among
theseclone chssesas a wholeAlmost half of the clusterthat were generatetbntainedclone
classesfrom the same directorieS.able 7 provides the number of clusters contairstome
classedgrom exclusivelyone directoryThis is not an unreasonable result asclbee classethat

were clustered were chosen to be highly unique to the specific directories.

Table 7 Clusters where attlone classeare from one directo

Directory 30cluster:  50cluster:
Memory management 6 13
Registry configuration 2 4
Procesghread support 1 2
Security functions 2 3
I/0 management 3 5

Total 14 27

Considring theseclusters that containedlone classefrom multiple directories, similarities of
the code wer mainly based on generic functions that appeanssthe directoies. One cluster
contained exception handlingcode covering a singleariable assignment. Another cluster
contained the frequently usexhtus variable that is the return value ofany functiors and
used to determine th&uccessful completion of fanction execution. It waslsoobserved that
clusters were generated for code containimgoeess variablethatperforns tasks on a process.






