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Abstract Grid computing aims at managing resources in a heterogeneous distributed en-
vironment. The Globus Toolkit provides a set of components that can be used
to build applications that function in a grid computing system. Presently, appli-
cations are typically handcrafted either by using an Application Programming
Interface (API) interacting through a set of command line interfaces, or by using
a set of Java packages provided by the Java CoG Kit. The purpose of the work
described in this paper is to automate the development of applications within
the Globus Toolkit context by creating graphical workflows of applications using
domain-specific modeling techniques.

The expected impact of this effort, as is often the case in automating systems
approaches, is a reduction of the development time involved in generating ap-
plications for the Globus Toolkit. An additional advantage is to provide a high
level view for the construction of Grid applications using the Globus Toolkit that
avoids some of the intricacies and accidental complexities documented for other
(current) approaches. Furthermore, users need not learn how to use the Java CoG
Kit nor the Globus Toolkit to develop Grid-enabled applications.

Keywords:  Domain Specific Modeling, Grid Computing, Workflows, Globus Toolkit, Soft-
ware Engineering.



1. Introduction

The Globus Toolkit [10]is the de facto standard for building Grid-enabled
applications. A user can choose three different approaches to construct such
applications: (1) utilize a command-line, (2) exploit a C [20]API, or (3) employ
a commodity toolkit such as the Java CoG Kit [22]. All of these approaches
require an in depth understanding of the underlying technologies involved in
constructing Grid applications. This limits the use of the Toolkit to those who
are knowledgeable about the intricacies of these technologies. Traditionally,
Problem Solving Environments (PSE) or portals [25]have been developed to
ease the construction of Grid applications. PSE’s provide a high-level view for
specifying Grid-enabled applications and rely on middleware to connect with
the Grid component resources [11]. This kind of tool expedites simple tasks
(e.g., simple job submissions, and checking the status of a previously submitted
job), but it lacks the flexibility to define a complex sequence of tasks.

Workflows have gained increasing attention for their application in compos-
ing a flow of tasks in a Grid environment [30]. Workflows describe the execution
of complex applications built from individual application components, which
is similar to the process used to construct applications using the Globus Toolkit.
Previous workflow studies vary in complexity, ranging from the use of artifi-
cial intelligence to handle the automatic creation of workflows [6][31], to the
specification of grid flows using an XML file [21],[3],[9].

Pegasus [6], and GridAnt [21]deserve special attention because they can
be considered the endpoints of workflow approaches. Pegasus uses complex
artificial intelligence planning techniques to generate automatically resource
mappings and tasks according to application goals. GridAnt, on the other hand
usesthe Apache ANT tool [28]as a basis for its workflow engine. Althoughthese
two tools offer a viable solution to the workflow specification, they are rather
difficult to use for a new Grid user. The level of technological complexity in
Pegasus and the XML input requirement in GridAnt make it difficult to specify
the workflow.

A solution is needed that removes these accidental complexities of use and
embeds experimental knowledge of the domain into a code generator that can
generate the complex configurations. Such a technology exists in the area of
domain-specific modeling [16]. With this technology, a user focuses on higher
levels of abstraction at the problem space and is able to avoid low-level details,
such as Grid services and their usage.

The approach used in this paper is based on the concept that the development
of Grid enabled applications can be improved by mapping the different Globus
components into entities of a graphical model. This mapping is performed by
using concepts of domain-specific modeling that utilizes the interfaces provided
by the Java CoG Kit. By combining these graphical entities, a particular appli-
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cation workflow can be generated into the Java [14]code that utilizes the Java
CoG Kit API. Three research issues are exploited in this paper:

1 The creation of a meta-model that maps the Globus Toolkit's components
to a graphical model. This meta-model defines the language used to
construct workflow models.

2 The generation of graphical workflows between the different tasks of the
application through the use of the meta-model.

3 The generation of Java programs from the graphical workflows. This is
realized by using a model interpreter that traverses the graphical work-
flows and generates a program that manages the application execution.

The rest of the paper is organized as follows: Section 2 provides background
on building applications with the Globus Toolkit & Java CoG Kit; Section
3 introduces the methodology that is used; Section 4 presents related work;
Section 5 presents future work to be explored; Section 6 offers conclusions of
the present work.

2. Background

The Globus Toolkit [10]provides a common middleware that considers re-
sources as entities of a virtual organization. This facilitates the construction of
Grid applications. The middleware is formed by different components (e.g.,
the Globus Resource Allocation Management component (GRAM) [5], and
Grid Information Services (GIS) [4]), which provide services to integrate dis-
tributed resources in a Grid computing environment. Creating an application
that uses this Toolkit requires the composition of several of these components.
Originally, two approaches were used to generate this composition: (1) a set of
command-line tools, and (2) a C API provided by the Toolkit. Considering the
dynamic behavior of a Grid system, both approaches are less than satisfactory
if the user is not a Globus savvy programmer [31].

The Java Commodity Grid Toolkit (Java CoG Kit) was later created to as-
sist in the development of applications using Globus Toolkit [22]services; it
was a step towards simplifying the construction of applications for the Globus
Toolkit. The Java CoG Kit helps a user navigate the intricacies of the Globus
components more easily by introducing a new programming model for the Grid.
Furthermore, the Java CoG Kit provides many utility components that enhance
the functionality of Globus. However, although the Java CoG Kit improves the
interface between users and the Globus components, even the user who is Java
savvy still needs to dedicate additional time in order to learn how to build appli-
cations for the Globus Toolkit. A method that incorporates these widely-used
technologies in a more accessible and efficient manner can be achieved using
concepts of domain-specific modeling.



In domain-specific modeling, a design engineer creates models for a specific
domain using concepts and terminology from that domain [15]. The domain-
specific models are developed by first creating a meta-model that specifies the
ontology ofthe domain. The meta-model serves as a paradigm, or language, that
defines the syntax and static semantics for models of that domain; the dynamic
semantics are introduced by an interpreter that synthesizes the models into dif-
ferent representations [19](e.g., XML configuration files or source code). The
Generic Modeling Environment (GME) [23]is a graphical tool that automates
the creation of domain-specific models. GME allows a user to create graphi-
cal models by providing a general paradigm (language) from the meta-model
definition.

3. Methodology to Support Model-Driven Generation of
Workflows

Two actions are necessary to create domain-specific models for the Globus
Toolkit:

1 Definition of the meta-model, defining the paradigm (language) to be
used to create workflow models.

2 Implementation of the interpreter that translates the workflow models
into corresponding Java code.

Both of these actions are implemented using GME. One of the advantages of
using GME is that it allows a modeler to define base elements that can be
reused in more complex models. This property is a major advantage because it
is possible to define elements such as resources, user credentials, file transfers
and job submission tasks only once and then reuse them in any specification of
a workflow.

The models created can then be translated into executable specifications used
to synthesize automatically various software artifacts [26]. The translation is
performed by a model interpreter that recognizes the concepts from the work-
flow language and generates the semantic actions associated with that concept.
In the following subsections, the manner in which the meta-model and its in-
terpreter are constructed is explained.

3.1 Meta-Model

The goal of the meta-model is to define a new visual language that can be
used to create specific workflow models. The design of the meta-model is based
on the experimental knowledge of the particular domain. In this case, the design
is based on the manner in which a user specifies the sequence of tasks in an
application’s workflow.
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Figure 1. Workflow Task specification. A workflow task consists of File Transfers or Job pro-
cessing tasks. These two tasks use a specific Grid resource. Resources require an authentication
mechanism provided by the user’s credentials.

Figure 1 illustrates the manner in which workflow tasks (subsequently re-
ferred to as "tasks") are defined. The central rectangle indicates that each
resource requires an authentication method given by the user’s credentials.
Rounded rectangles specify tasks consisting of file transfers and job processing.
According to the requirements specified in Figure 1, four aspects need to be
considered in defining the meta-model:

1 Resources for running jobs and performing file transfers, including the
specification of the credentials required to authenticate the resources.

2 File transfers end-points, including resource, location on resource, and
file name.

3 Jobs, including their resource and input parameters.

4 Workflows, which are a composition of the previously defined tasks.

The definition of these four aspects provideaapping amonghe basic re-
guirements for constructing grid applications, the services provided by Globus,
and GME entities. The way in which these aspects are specified in the meta-
model and their corresponding use is explained in the following subsection.
Additional details can be found in [17].

3.1.1 Meta-Model Construction and Example Usage. For explana-

tion purposes, the meta-model can be subdivided into four different parts (Figure
2), corresponding to the aspects enumerated in the previous section. All parts
are specified using the same entities provided by GME’s general paradigm.
The distinction of the GME entities in each part is demarcated by the concept
that each entity represents in the domain, and the relationship between these

concepts.



The basic concepts in the domain are Resources, File Transfers, Jobs, and
Workflows. These are defined in the meta-model using either an (GME) Atom
or a (GME) Model entity. Model entities can contain other model entities or
atoms, but atoms are indivisible. File transfers and jobs are defined as Model
entities because they contain resources. Both of these concepts require state
information, so (GME) attributes are associated with these entities (Figure 2.b
and 2.c). For example, the definition of a job task requires the specification
of its RSL (Globus Resource Specification Language) [29]parameters (Figure
2.c).

Datalodel FileTransfer
<<Model>> 77| =<lodel>>
Resources
=<<Model>> UserCredential T
<Atom> SignOn - ;' -
_Userkey:  field | 97| <<Connection=~ Filelode!
&7 UserProy: field | ==Model==
~ UserCert field i Directory © field
Resource o~ B File field
<<Atom=> Pot:  field
isLocal . bool [ URL®  fleld

URL:  field |’
AtomProxy Source Target AtormProxy
o [ Model>> |e—__| <<AtomProxy=>

7 [
ComputeHost DataHost =0 dst (1
<<Alom=> <<Alom=> o
Transfer
==Connection=>
a) Resources b) File Transfers
Job
Worldiowshodel Job
<<Nodel== _ <<ModelProxy>»
Arguments - field : Arguments . field
Directary field [ S——— Directary field
Emironmet:  field - Emvironmet:  field
JobType enum st State Executable:  field
MaxCPUTime : field =<FCO>> JobType enum
AtomProxy Maxiemory:  field Jobs Transition 0 MaxcyF‘UT\mE field
<<AtomProxys= 4 MaxWallTime - field | of <<Model=> <<Connection== Vatiemony:  field
. field MaxWallTime : field
NumProcs©  field MumProcs:  field
Project field Froject field
Queus field Queue field
isDryRun bool isDryRun bool
stdErr: field St field
s:glg ! ﬁg Start End FileTransfer stdin field
EE‘v “( . r'Em <=Alom=> <<Atom== ==WodelProxy== stdout field
xecutable fie N MinMemory field
a

c) Jobs d) Workflows

Figure 2.  Meta-Model Definition. The specification of the meta-model consists of four
aspects: (a) presents the definition of resources, (b) presents the definition of file transfers, (c)
presents the definition of jobs, and finally (d) presents the definition of the workflow part of the
meta-model.

The association between a resource and its corresponding authentication cre-
dentials is given by a (GME) connection entity. An attribute that indicates if
the resource is local or remote is associated to the Resource atom. Resources
that are remote need an authentication credential. Resources can be used either
for computation or for data storage. As typical in UML models, the triangle
of Figure 2 indicates that both kinds of resources inherit attributes and con-
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nections from a basic host entity (Figure 2.a). Finally, the workflow part of
the meta-model consists of the previously defined tasks (file transfers, and job
specifications), and a start and end of workflow markers (Figure 2.d).

Using the meta-model, a user can define application workflows by interacting
with the graphical environment provided by GME. The following example,
presents a simple application using Hidden Markov Models to illustrate how
this interaction is performed for a typical Grid application. A Hidden Markov
Model (HMM) was constructed to compare the differences between English
and Spanish language patterns [8]. The input to the HMM is an intermingled
file (parts in English and parts in Spanish) that only indicates if a letter is a vowel
or a consonant (1 or 0). The output file consists of the language prediction. The
subdivision of this application into different components and its integration in
a Grid environment is presented in the rest of this section.

7% Computers - /HMM/Resources/ E)B)X) [l % upravbata - HmwFileTrans... (2B
T Name:|Computers [Resources sispect]Secunty Creder | Base: [N/A Zoom: [1} T Name:[upRawDats FileTransfer Aspi Target r
Attibutes | Preferences | Propeities
] Cherckee.cis uab edut
E ; Transfer ;““ . f‘i“ ——
e : A | [preeten w cme/heman
Authorize e Fie Ran bt
% cherokeeData ; Target
Authorize e Source URL
localHost |||~
b File Transfs
cherokeeCompute hernandf | File Transfers
7 Hmmdobs ... (2| E
T NameJHMMicbs ] [t r

" [remand r Attibules | Freferences | Fropeities
guments HHMF .t ouFHFTe bt -

Atrbutes | Preferences | Propertis |
UserCert /mz/hd/hemandi/. globus/usercert pem
Usercey ima/hdIhemandi/. gobustuserkey pem preProcessing

UseProzy Amp/505up_u1B73

HMM

Environment Yarisbles  (NPUT_DIR=/home/hemand]
[OUTPOT DIR=/home/hemand ™

postProcessing

a) Resources <) Jobs

Figure 3. Model Interaction. Once the meta-model is constructed, a user graphically defines
the basic elements of the workflow. Figure (a) shows how resources are defined and how a user
credential authenticates the remote resources. Figure (b) shows that defining file transfers consist
of specifying the location of the files on the endpoints. Figure (c) shows how the HMM job is
defined by specifying its RSL attributes.

The application can be subdivided into pre-processing, HMM, and post-
processing tasks. The input file is copied from the local computer to a remote
host, and after the execution of the application, the output file is copied back
to the local computer. The first step in defining the application involves the
definition of resources. Light machines are used for data storage, while dark
machines are used for computation purposes. Each remote resource needs to
be authenticated with the user’s credential (Figure 3.a). The next step is to
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define the file transfers between the local computer and the remote host. In
the case of uploading a file to the remote host, the URL and port of the host
must be specified (Figure 3.b). Finally, the definition of jobs consists of the
specification of the Resource Specification Language (RSL) attributes required
to run the job (Figure 3.c).

After all of the tasks are defined, the application can be constructed by
specifying the required sequence of tasks (Figure 4). File images indicate file
transfers, and computer images indicate jobs to execute. The star in the far left
indicates the start of the workflow, and the sphere on the far right indicates the
end of the workflow.

. HMMAnalysis - /HMM/NewWorkflows/

T Name: [HMMAnalysis [wiorkflowsModel  Aspect; Workflol.-v.t‘-\specj Base: [N/ Toom; |1DD°/O ﬂ
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downAnalysis
@ F
Ld ¥
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Figure 4.  Definition of the workflow in the model. This figure presents the workflow for
the example. The input file is copied to the remote host (upRawData). A preprocessing job
is executed on that file and its output is analyzed by the HMM job. The output of the HMM
job is then modified in the postProcessing step. Finally the output of the postProcessing job is
downloaded to the local computer (downAnalysis).

3.2 Interpreter

After the workflow is specified, a model interpreter traverses the internal
representation of the model and generates the control code that manages the
application execution. The interpreter first gathers all the information from
resources, jobs, and file transfers. This information, along with the specification
of the application workflow, constitutes the interpreter’s input. The interpreter
then executes the semantic actions associated with each workflow task. The
output of this step is a Java program that manages the application execution. The
Java program uses a set of supporting classes, or adapters [13], implemented
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to standardize the interaction with the Java CoG Kit API. The Java CoG Kit
APl is used as a bridge to communicate with the enabled back-end resources
managed by the Globus Toolkit (Figure 5).

'r‘—‘\

REL
Creation

)
Workflow Java CoG Globus
Model Interpret&a_' Transfers [ |— Wit APY ¥ Toolkit
Job

Managemsnt

Wrappers
.

Figure 5.  Structure of the Code Generation. The Interpreter traverses the workflow model
and generates a Java program that interacts with a set of wrappers. Creation of RSL strings,
specification of file transfers, and remote execution of jobs are the facilities provided by the
wrappers. The wrappers use the Java CoG Kit API to communicate with the Globus Toolkit.

Figure 6 presents the code thatis generated for the HMM job submission task.
The process presented here is repeated for each job submission and similar code
is generated. The references to the GlobusRSL online 10 and the GRAMJob on
line 20 are the wrapper classes that communicate to the Java CoG API. Line 7
reads the user’s proxy into a byte array. This is done to authenticate the user on
the specific resource. Lines 10 through 17 create the corresponding RSL string.
Finally, lines 20 through 33 submit the job to the specified resource and waits
for its completion. As can be seen in this code, if some problem occurs then
exceptions are caught and a corresponding message is displayed. File transfers
operate in a similar way by using a different wrapper.

4. Related Work

The idea of composing applications from reusable components is not new.
For example, WebFlow [1]introduces a platform-independent system that dy-
namically composes new applications from reusable components by clicking
and dragging icons. The Job model of UNICORE [7]uses a set of directed
acyclic graphs, and also permits the use of conditional and iterative execution of
job groups ortasks. DAGMan [12]also maps a direct acyclic graph specification
onto a physical environment. The Symphony framework [24]uses a graphical
user interface for rapid collaborative development of grid applications following
adata flow paradigm. Triana [27]also offers a visual programming model for the
dynamic composition of predefined software components. Other works propose
languages to specify Grid workflows. For example, Grid Workflow [3]focuses



10

l:.lr.lr """""""""""""""""""""""""""""""
2:// This code is generated by the interpreter when it
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4:// Generating Code for Job: HMM

S:try 4

&: // load the user proxy certificate

7: byte[] hmmProxy = getBytelrray"/tmp/=50%up_uilg739"):

=H

9: [/ create the rsl string

10: GloebusRSL hmmRSL = new GlobusRSL{);

i1:

1Z2: hmmRSL.setfrg{"HMM inHMMFile.tct cutHMMFile. tet");

12: hmmRSL.setEnvironmentvariables{"[INPUT_DIR=/lThome hernandf)

[OUTPUT_DIR=/lhomefhernandf]");

i4: hmmRSL.setStdOut"/lheme’hernandf/steOutHMM et )

15: hmmRSL.setMumProc{2);

i16: hmmRSL.setDir" /usr/bin"):

17: hmmRSL.setExec("java"};

18:

19: try {

20: GRAMIob hmmGRAM = new GRAMIab{):

21: J/ submit the job

22: String hmmID = hmmGRAM. submitdob("cherokee. cis.uab.edu”,
hmmProxy, hmmRSL.teRSL{]]):

25: // wait forits completion

26: String hmmCond = hmmGRAM. checkStatusOfJob[hmmID, hmmProoy):

27: while [lhmmCond.equals("Job DONE."))

28: {

29:  System.out.println{hmmCond):

30: Thread.sleep[1000);

21:  hmmCond = hmmGRAM.checkStatusOfloblhmmiID, hmmProxy):

32: 1}

32: System.cutprintin{"hmmGRAM Done."):

34: } catch [Exception &) {

35: System.err.println{e.getMessage()):

36: System.exit(-1};

37: %

38:} catch [Exception e} {

29: System.out.println{"There was an error loading the user proxy."):

40: System.exit(-1);

41:%

Figure 6. Code Generation. Code generated by the interpreter for the HMM job submission
task.

on proposing a standard for the sequence of complex high-performance com-
putational tasks within a Grid. GridAnt [21]uses an XML-based language to
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specify client-side workflows. GridAnt is also able to submit the executions of

tasks or file transfers by using a workflow engine based on the Apache ANT
tool [28]. The construction of the workflow base aspect of the environment has
been influenced by these projects.

Hategan et al., [2]proposes a technology and architecture-independent ab-
straction layer to provide interoperability across multiple Grid implementations,
resulting in the Open Grid Computing Environment (OGCE). The main func-
tion of OGCE is to serve as a technology-independent, open, and extensible
framework for client-side Grid development. This concept is similar to the idea
presented in this paper of using meta-models to abstract the underline Grid tech-
nologies. Because the models and the interpreter that translates those models
are two different components of the modeling environment, with a change in
the interpreter, the same models can be reused for different Grid architectures.
This is an attempt to abstract the Grid environment into a high-level layer such
that the essence of the workflow is not bound to a specific Grid environment.
Furthermore, the abstractions provided by OGCE are comparable to those in-
troduced in this paper. For example, the task concepts presented in [2]contain
concepts similar to those involved in the job specification (Figure 2). However,
the main difference between the studies is in the level of abstraction. In this
paper the abstraction layer is realized at a domain-model level, but in [2]the
abstraction layer is at a programming language level (Java).

5. Future Directions

Work on the modeling environment is in its initial phase. The currentimple-
mentation of the environment can handle only a limited number of sequential
tasks in the workflow. At present, the generated applications communicate
directly with the Java CoG Kit (as seen in Figure 6). This causes scalability
problems due to the generation of specific code for each workflow task. A
solution to this problem is currently under investigation and consists of devel-
oping a reusable workflow engine and generating appropriate configurations
from the graphical models. In addition to improving the scalability of the gen-
erated applications, current efforts are aimed at three different areas: (1) allow
parallelism of tasks in a workflow, (2) allow third party transfers, and (3) allow
the definition of hierarchical workflows. A modified meta-model that considers
these capabilities has already been implemented, but the corresponding inter-
preter is still in progress. Nevertheless, even without these capabilities, the
initial experience with the environment is promising. In addition to this work
in progress, future directions that will be considered involve three aspects:

1 In order to further simplify the use of the environment, integration with
GIS [4]is the logical next step. This integration will provide feedback to
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users so they can decide which resources are more appropriate for their
applications.

2 The current trend in Grid computing is moving towards a service archi-
tecture. To make the environment capable of moving in that direction,
future work will be focused in two aspects: (1) the utilization of web ser-
vices as workflow tasks, and (2) the capability of generating web services
from workflows. The latter will allow non-web service applications to
run and cooperate in a web service environment.

3 GridAnt [21]is another tool that allows a user to specify workflows for
the Globus Toolkit. The difficulty posed by that tool is in the use of an
XML file as an input. One of the major advantages of using the approach
presented in this paper is that more than one interpreter can be imple-
mented for a particular meta-model. Because of this, the environment
can serve as a front-end and by changing the interpreter, the required
GridAnt’s input file can be generated. The ability to generate multiple
artifacts from the same model is a key benefit of model-driven techniques
[23].

6. Conclusion

The goal of the research described in this paper is to improve the develop-
ment of applications within the Globus Toolkit by creating graphical workflows
of applications using domain-specific modeling techniques and the Java CoG
Kit API. The benefits of using domain-specific modeling techniques which
motivated this study were:

1 Domain modeling removes the accidental complexities of creating work-
flows in a Grid by focusing on higher levels of abstraction at the problem
spaceather than solution spa¢such as specific Grid libraries and their
usage.

2 When exploring various workflows scenarios, modeling tools and their
interpreters facilitate the more rapid ability to change the workflow de-
tails. Thatis, it is easier to manipulate and change domain models rather
than the associated code.

3 Model-driven techniques possess the ability to generate multiple artifacts
from the same model. Thus, with the same domain knowledge different
output representations can be generated.

Using these modeling techniques, a meta-model for the Globus Toolkit was
created, as well as an interpreter that automatically generates Java code from
the workflow models. With this approach, a programmer manipulates graphical
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models that represent the different components provided by the Globus Toolkit.
From these models, the programmer is able to generate the corresponding Java
programs that manage the execution of the application.

The potential impact of this study is the reduction of the development time
involved in generating applications for the Globus Toolkit. Furthermore, users
are not required to learn how to use the Java CoG Kit nor the Globus Toolkit
to develop Grid-enabled applications. Rather, they construct graphical models
that are at a more appropriate level of abstraction for describing the essence of
the problem for a specific domain.
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